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We are projects of collective self-creation. What if we
approached human history that way? What if we treat
people, from the beginning, as imaginative, intelligent,
playful creatures who deserve to be understood as such?
David Graeber & David Wengrow

What makes a person “themselves”? If the reader were asked to answer this question about their own identity,
they would most likely find it challenging. Were this not so, things like self-analysis, journeys of self-discovery, and
a substantial portion of literature would have little reason to exist. Yet algorithms are tasked with learning some
representation of what an individual is, or in other words, with creating artificial humans. These are abstract entities
resembling real people, but functional to some consequential task. Many have spent time trying to understand how
algorithms build artificial humans, the biases they introduce in the process, and strategies to mitigate these biases. This
essay instead focuses on the reaction that humans can have to the decisions that algorithms take for or about them.
At times, we forget that real and artificial humans are not equivalent, and therefore that the latter may not be a good
proxy for the behavior of the former. Artificial humans are learned and manipulated by the Al model; real humans build
mental models of and manipulate the Al model. They do so by autonomously taking decisions, not necessarily optimal
or coherent over time, and can be either collaborative or adversarial towards an Al based on their current beliefs.

The epigraph at the beginning of the document, from “The Dawn of Everything” [1] book, captures similar ideas:
humans are nuanced, fluid, and self-determining. The book is however not at all about Al models: it examines existing
accounts of the history of humanity and its societal arrangements, and underlines their fallacies when depicting humans
as passive individuals who merely accept the inevitable course of events. Conversely, the authors bring arguments in
favor of the idea that humans have been actively shaping which forms of social organization suited their circumstances
at a given moment. This is conceptually empowering, and parallels the description I gave of the interaction between
humans and Al Hence, the present essay collects evidence backing such a description of human behavior in relation to
Al models, naming it intentional algorithm domestication, and then reviews some existing attempts to mathematically
formalize humans as autonomous and self-determining individuals, who intentionally choose goals and interaction

strategies when responding to Al-generated outputs.

Artificial Models and Real Humans in a System

In order to start noticing when humans are approximated incorrectly by non-autonomous artificial humans, one has to
specify how individuals and Al models can interact. The interaction happens in an abstract space, that I define here as

an Al system, where models and artificial humans are created and deployed. According to the EU AI Act [2],

«‘Al system’ means a machine-based system that is designed to operate with varying levels of autonomy

and that may exhibit adaptiveness after deployment, and that, for explicit or implicit objectives, infers,
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from the input it receives, how to generate outputs such as predictions, content, recommendations, or

decisions that can influence physical or virtual environments.» [Italics added]

A system is therefore a learned algorithm which is part of an environment it interacts with. Although the environment
is not specified in the definition given, I assume here that it comprises the individuals providing the training and test
data, as well as the framework within the human-AI-output interaction occurs. Examples of what can bound such a
framework to a specific instance are the algorithm’s intended task, the way the output is communicated to individuals,
and how individuals are allowed to interact with or provide feedback on those outputs.

Clearly, the way the algorithm models humans, as well as how humans think of the model, can change significantly
depending on the framework. Recommendation systems deployed in e-commerce platforms may treat people as clients
and aim to encourage the purchase of a product. Social media engagement algorithms may instead aim to balance
familiar, preferred content with novel or unknown material. When designing internal safety mechanisms, practitioners
may treat users as techno-illiterate agents in need of protection. In all these cases, individuals are implicitly assigned to
a passive role: they are to be persuaded or protected. However, humans can react to the outputs they receive depending
on their beliefs and knowledge. In doing so, they may adopt specific strategies and goals; in other words, they may
consciously choose a role within the Al system. Many descriptions of human-Al interaction fail to account for the

intentionality underlying human responses to Al outputs.

When are People (Wrongly) Thought as Passive, and Is It a Problem?

Social media users and recommendation algorithms form a AI system. Users actively shape recommendations through
explicit and implicit signals [3, 4], and their online behavior is in return influenced by what they get to interact with
on the platform. Despite this loop being highly individualized, researchers often assume the artificial humans to act
uniformly. Indeed, a widespread method is to assign every individual the same probability of performing a certain
interaction (e.g., rating a content), formalizing the modeler’s belief that there is a simple pattern causing a mismatch
between the user’s feedback and actual experience. The authors of [5] are one exception, as they model user behavior
in a feature-dependent way, or in other words, they assume that an individual chooses to react differently to the
Al outputs depending on their characteristics. In a supervised learning context, the same modeling choice is called
instance-dependent noise. Interestingly, it has been found in both settings [5, 6] that such a noise pattern will make
the Al-generated output perform significantly worse than in the case of noise independent from the individuals. A
hint that modeling all users as equivalent may not be a good choice, as it would underestimate the effects of how they
individually change the data, and consequently how much they affect the model performance.

One can also ask questions on how exactly an individual interacts with the Al model. A user can choose to cooperate
with an algorithm so to get the best experience out of a platform, or decide to adopt a non-cooperative behavior,
like intentionally providing wrong feedback to advertised content or withdrawing from online presence. The latter
non-cooperative case can be seen as an extreme form of opting out, as it involves all possible online platforms. Hence,
literature on personalization services can give us an understanding of this phenomenon: researchers have identified
a personalization-privacy tradeoff, in which consumers may recognize that personalization comes at the expense of
privacy and consequently choose to withhold information [7-9]. This example clearly demonstrates that personal
preferences and beliefs shape the individual’s relationship with the AI model.

Regarding the intentional noisy feedback case, one can indirectly gain insights looking into research from other

areas. In survey methodology, a similar assumption of data “missing at random” is often made [10], despite it frequently
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being unrealistic. In fact, problems can arise when assuming that data from certain artificial humans miss randomly, as
we can see from two rather (in)famous elections: the 2015 UK general election and U.S. presidential elections in 2016.
In both cases, poll predictions mismatched with the actual election outcomes, with the primary cause being officially
identified in unrepresentative samples of a subpopulation [11, 12]. The possibility of voters deliberately misreporting
their preferences has been ruled out with high confidence by official reports; nonetheless, it could not be excluded
whether the act of not responding was related to political ideology, and even less clear is why that could be. People
may or may not have intentionally decided to abstain because of personal beliefs. Either way, correlations between
non-response patterns and the variable of interest have been mathematically proven to have strong negative effect on
the quality of the inference [13-15], and have been argued to be one of the causes of such a difference between artificial
and real humans in both elections. This is in line with what found for supervised learning and recommendation systems.

Works inspired by media studies conceptualize the described phenomena as algorithm domestication [16—18]: the
mutual process by which humans and Al models negotiate with and adapt to each other within an Al system, integrated
in everyday practices.! While in Al research this is often meant as a collaborative interaction (perhaps, because one
implicitly models humans as clients), I explicitly add to this concept also the adversarial domestication, e.g., giving noisy
feedback so to enhance privacy, as well as changes on the human’s perception of the Al e.g., a person doubting that a
chatbot could be a companion then becomes attached to one [20]. I will henceforth refer to this concept as intentional
algorithm domestication, to underline a key assumption: intentional domestication presupposes that individuals are
aware that they can choose to influence the model behavior, and conversely, let the model influence them—although the
exact interaction mechanism may be unclear. While this awareness is not guaranteed, and often not assumed, I have
described above several cases bringing evidence that people interact with Al having specific purposes. Consequently,

humans should be regarded as autonomous agents within Al systems rather than neutral objects of modeling.

Attempts of Modeling Intentional Algorithm Domestication

To the best of my knowledge, a unified modelization of intentional algorithm domestication does not exist. Still, many
theoretical studies have put effort towards aligning artificial and real humans. A first, simple model is the randomized
response mechanism [21]. Originally proposed in social sciences for people to engage with surveys on sensitive topics
while maintaining confidentiality, it has been successfully applied to the field of differential privacy. The core idea is to
give respondents the option to randomize their answer to a yes/no question by flipping a coin; the outcome is unknown
to the interviewer, which offers the respondent the possibility of denying their answer in the future. Allowing the
process to depend on the individual, e.g., the coin is biased depending on their beliefs and goals, and making the survey
a more general data collection process, one would get a first (certainly incomplete) model of intentional algorithm
domestication.

Recently, a more theoretical line of work [22, 23] analyzed how supervised Al models can be perturbed and what are
the consequences of different types of perturbations. One of its insights is that changing the data in an individual-specific
manner is equivalent to modifying the architecture used (that is, model class and possibly loss). Mémoli et al. [24] had
already explored a similar idea, but within the clustering framework. This abstraction can represent how human actions
affect models and viceversa, and can be a framework to measure the strength of such effects. However, it does not use a
game theoretic modelization of the interaction, and therefore it cannot directly model any collaborative or adversarial

behavior. This abstraction can be a limitation when trying to map the abstract model to observed scenarios.

The term “domestication” in the context of media technologies was first introduced by Silverstone [19], who focused on the adoption of television.
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Strategic classification [25, 26] and performative prediction [27] introduce more refined probabilistic models of Al
systems. The first depicts the human as an agent who strategically modifies their features, but at a cost and with the
aim of receiving a more favorable outcome. This is also related, but not equivalent, to more recent work on algorithmic
collective action [28]. How fair one is to the human and their nuanced, dynamical nature lies in the modeling of
the features’ modification, as well as its cost. Performative models instead focuses on formalizing the stirring of
human decisions caused by the algorithm deployment. This is represented through the dependence of the probability
generating the data on the Al model parameters. Whether the humans are thought as passively influenced or actively
reacting is hidden in the chosen distribution of the data given the parameters. To me, it seems hard to account for
human emotions, beliefs, and possible reactions even within these two more refined frameworks, both at a collective
(macro-performativity) and individual (micro-performativity) level. However, this is not fully a bug. I strongly advise
against creating a precise mathematical model of human intentions for commercial use. Its possible deployment for
making models “robust” to the Al-human interaction could essentially neutralize the effects one’s actions within an
Al system, and therefore limit personal freedom. This ethical issue may also translate to a practical one, as a user
with limited freedom may eventually opt-out the service: a concept similar to the personalization-privacy tradeoff. In
addition, recent work [29] has also shown that drawing reliable conclusions using performative models may be tricky,
since when taking into account the existence of a sample, it can diverge from population behavior. This field needs
careful follow-up work.

Lastly I would like to mention an important paradigm, as proposed in [30] in the context of fairness: the necessity
of moving on from a retrospective approach when reasoning on Al-human interaction topics. A common practice
in this field is diagnosing a model with problems only after its use in some Al system. The authors propose to focus
on prospective fairness, meant as “predicting whether deploying an algorithmically informed policy will exacerbate
inequality”. Later, in [31], they propose a way to avoid undesired effects of Al-generated predictions: to communicate to
the individual all potential outcomes, and leave freedom of discussion and choice. They call this approach a discourse-
supportive one, and not only decision-supportive, as individuals receiving a prediction are enabled to take informed
and collectively accepted decisions. Regardless of its feasibility, I regard this idea as the strongest attempt among the

above of accounting for intentionality in algorithm domestication, as it is in fact also promoting it within an Al system.

Final notes

Intentional algorithm domestication is a framework for Al systems that emphasizes the human capability to interact
with models not only passively but also autonomously and strategically, either in a cooperative or adversarial way.
I reviewed here cases that show how failing to account for this intentionality can degrade system performance and
misrepresent behavior. At the same time, fully modeling human intentions raises ethical concerns. Ultimately, techniques
acknowledging humans as self-determining participants in Al systems can have different effects, which will lie on a
spectrum: the one with designing algorithms that are robust to individuals’ actions on one extreme, and preserving the
autonomy and agency of those individuals on the other. Where an algorithm positions on this spectrum depends on
the goals of its designers. Prospective frameworks, discourse-supportive mechanisms, and instance-specific modeling
provide promising directions to not excessively diverge from the latter extreme, although fully addressing this challenge

remains an open problem for Al researchers to solve.

Acknowledgments. 1 am grateful to Rabanus Derr for sharing an early draft of his submission to the workshop, which

sparked the reflections leading to this essay, and to Bob Williamson and Sebastian Zezulka for their useful feedback.



Intentional Algorithm Domestication 5

References

(1]
(2]

(9]

[10]
[11

(12

[13]

[14]

[15]

[16]

[17]

(18]

[19]
[20]

[21]

[22]

~
&

[24]

[25

[26

David Graeber and David Wengrow. The Dawn of Everything: A New History of Humanity. Allen Lane, London, 2021.

Regulation (EU) 2024/1689 of the European Parliament and of the Council of 13 June 2024 laying down harmonised rules on artificial intelligence
and amending Regulations (EC) No 300/2008, (EU) No 167/2013, (EU) No 168/2013, (EU) 2018/858, (EU) 2018/1139 and (EU) 2019/2144 and Directives
2014/90/EU, (EU) 2016/797 and (EU) 2020/1828 (Artificial Intelligence Act) (Text with EEA relevance), Jul 2024. URL http://data.europa.eu/eli/reg/
2024/1689/0j.

Wenqi Li, Jui-Ching Kuo, Manyu Sheng, Pengyi Zhang, and Qunfang Wu. Beyond Explicit and Implicit: How Users Provide Feedback to Shape
Personalized Recommendation Content. In Proceedings of the 2025 CHI Conference on Human Factors in Computing Systems, pages 1-17, 2025.
Atefeh Mollabagher and Parinaz Naghizadeh. The Feedback Loop Between Recommendation Systems and Reactive Users. arXiv preprint
arXiv:2504.07105, 2025.

Shan Ye and Jie Lu. Robust recommender systems with rating flip noise. ACM Transactions on Intelligent Systems and Technology, 16:1 - 19. doi:
10.1145/3641285.

Diane Oyen, Michal Kucer, Nick Hengartner, and Har Simrat Singh. Robustness to label noise depends on the shape of the noise distribution in
feature space. arXiv preprint arXiv:2206.01106, 2022.

Ting Li and Till Unger. Willing to pay for quality personalization? Trade-off between quality and privacy. European Journal of Information Systems,
21(6):621-642, 2012.

Alfred Kobsa, Hichang Cho, and Bart P. Knijnenburg. The effect of personalization provider characteristics on privacy attitudes and behaviors:
An Elaboration Likelihood Model approach. Journal of the Association for Information Science and Technology, 67(11):2587-2606, 2016. doi:
abs/10.1002/asi.23629.

Tao Zhou and Xiaoying Wu. Examining generative Al user disclosure intention: An ELM perspective. Universal Access in the Information Society, 24
(2):1209-1220, 2025.

Roderick J. A. Little and Donald B. Rubin. Statistical Analysis with Missing Data. Wiley, Hoboken, NJ, 3 edition, 2019.

Patrick Sturgis, Nick Baker, Mario Callegaro, Stephen Fisher, Jane Green, Will Jennings, Jouni Kuha, Ben Lauderdale, and Patten Smith. Report of the
Inquiry into the 2015 British General Election Opinion Polls. Market Research Society and British Polling Council, London, 2016.

Courtney Kennedy, Mark Blumenthal, Scott Clement, Joshua D Clinton, Claire Durand, Charles Franklin, Kyley McGeeney, Lee Miringoff, Kristen
Olson, Douglas Rivers, Lydia Saad, G Evans Witt, and Christopher Wlezien. An Evaluation of the 2016 Election Polls in the United States. Public
Opinion Quarterly, 82(1):1-33, 2018. doi: 10.1093/poq/nfx047.

Xiao-Li Meng. Statistical paradises and paradoxes in big data (i) law of large populations, big data paradox, and the 2016 US presidential election.
The Annals of Applied Statistics, 12(2):685-726, 2018.

Valerie C. Bradley, Shiro Kuriwaki, Michael Isakov, Dino Sejdinovic, Xiao-Li Meng, and Seth Flaxman. Unrepresentative big surveys significantly
overestimated US vaccine uptake. Nature, 600(7890):695-700, 2021. doi: 10.1038/s41586-021-04198-4.

Xiao-Li Meng. Comments on “Statistical inference with non-probability survey samples”—Miniaturizing data defect correlation: A versatile
strategy for handling non-probability samples. Survey Methodology, 48(2):339-360, 2022. URL https://www150.statcan.gc.ca/nl/en/pub/12-001-
x/2022002/article/00006-eng.pdf.

Ignacio Siles, Johan Espinoza-Rojas, Adrian Naranjo, and Maria Fernanda Tristan. The Mutual Domestication of Users and Algorithmic Recommen-
dations on Netflix. Communication, Culture & Critique, 12(4):499-518, 2019. doi: 10.1093/ccc/tcz025.

Ellen Simpson, Andrew Hamann, and Bryan Semaan. How to tame “your” algorithm: LGBTQ+ users’ domestication of TikTok. Proceedings of the
ACM on Human-computer Interaction, 6(GROUP):1-27, 2022.

Ying Huang and Weishan Miao. Domesticating algorithms through data reflectivity and user reflexivity: The metaphor of Yanghao on Xiaohongshu
(RED). Convergence, 30(6):1959-1973, 2024.

Roger Silverstone. Television and everyday life. Routledge, 1994.

Shahar Hechtlinger, L A Paul, and M J Crockett. Study decision-making to understand how technology will affect behaviour. Nature, 649:827, 2026.
doi: 10.1038/d41586-026-00209-4.

Stanley L Warner. Randomized response: A survey technique for eliminating evasive answer bias. Journal of the American statistical association, 60
(309):63-69, 1965.

Laura Jacovissi, Nan Lu, and Robert C. Williamson. Corruptions of Supervised Learning Problems: Typology and Mitigations. arXiv preprint
arXiv:1801.00551, 2025.

Facundo Mémoli, Brantley Vose, and Robert C Williamson. Geometry and Stability of Supervised Learning Problems. Journal of Machine Learning
Research, 26:1-99, 2025.

Facundo Mémoli, Anastasios Sidiropoulos, and Kritika Singhal. Sketching and clustering metric measure spaces. arXiv preprint arXiv:1801.00551,
2018.

Moritz Hardt, Nimrod Megiddo, Christos Papadimitriou, and Mary Wootters. Strategic classification. In Proceedings of the 2016 ACM conference on
innovations in theoretical computer science, pages 111-122, 2016.

Meena Jagadeesan, Celestine Mendler-Diinner, and Moritz Hardt. Alternative microfoundations for strategic classification. In International
Conference on Machine Learning, pages 4687-4697. PMLR, 2021.


http://data.europa.eu/eli/reg/2024/1689/oj
http://data.europa.eu/eli/reg/2024/1689/oj
https://www150.statcan.gc.ca/n1/en/pub/12-001-x/2022002/article/00006-eng.pdf
https://www150.statcan.gc.ca/n1/en/pub/12-001-x/2022002/article/00006-eng.pdf

6 Tacovissi

[27] Juan Perdomo, Tijana Zrnic, Celestine Mendler-Diinner, and Moritz Hardt. Performative prediction. In Hal Daumé III and Aarti Singh, editors,

Proceedings of the 37th International Conference on Machine Learning, volume 119 of Proceedings of Machine Learning Research, pages 7599-7609.

PMLR, 13-18 Jul 2020.

Moritz Hardt, Eric Mazumdar, Celestine Mendler-Diinner, and Tijana Zrnic. Algorithmic collective action in machine learning. In International

Conference on Machine Learning, pages 12570-12586. PMLR, 2023.

[29] Julian Rodemann, Unai Fischer-Abaigar, James Bailie, and Krikamol Muandet. Performative Learning Theory. arXiv preprint arXiv:2602.04402, 2026.

[30] Sebastian Zezulka and Konstantin Genin. Performativity and prospective fairness. In NeurIPS 2023 Workshop “Algorithmic Fairness through the Lens
of Time”, 2023. URL https://arxiv.org/pdf/2310.08349.

[31] Sebastian Zezulka and Konstantin Genin. Prediction, Performativity, and Potential Outcomes: Communicative Rationality in Prediction-Allocation
Problems. In Proceedings of the 5th ACM Conference on Equity and Access in Algorithms, Mechanisms, and Optimization, pages 299-299, 2025.

[28


https://arxiv.org/pdf/2310.08349

	References

